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7.1 Introduction

Use of libraries became  natural  practice in SW development since early 1970’s. Popular mathematical function libraries such as NAG
, IMSL
, SAS, SAP etc are in wide use in scientific community since 30 years. Libraries such as NAG, EISPACK, LINPACK (procedures  for solving Linear system of Equations), etc.,  are used for benchmarking of processors both parallel and serial.  Statistical Package for Social Sciences (SPSS) is in wide use in psychology, sociology. MATLAB
 (which is derived from NAG) contains extensive set of functions for matrix operations, boundary value problems, signal processing problems such as Fast Fourier Transform, etc.,. EISPACK contains functions for eigen value problems. All of them contains a set of readymade functions/subroutines (which are often compiled) which can be used (called) by any programmer. Thus, SW development, testing, reusability improves.  In the next chapter, we have discussed about lex and yacc libraries that are widely used for compiler, file filter’s development. 


To give little more strength to our discussion, we want to remind that the  scanf(), printf() statements used in C language for I/O operations are functions of C standard library which is called as libc. Also, for example, while using MS Windows we may often get an error message “So and So DLL file is needed for an application and if we remove the same that application will not run in future”. Here, DLL indicates dynamic link library.  Thus, many current day applications use libraries. 


Evidently, there are two types of libraries are available; namingly function libraries and class libraries. Also, libraries can be classified as static and dynamic. After the compilation, linker extracts the machine language codes of the functions used in our program from the respective libraries and attaches to our compiler file in the case of static linking.                    (See chapter 2) Where as in the case dynamic linking, actual linking is done while the program is running. We shall explain these concepts in detail in the forth coming sections.


A Unix object library is also a group of compiled files combined into a single library file. Note the distinction between a Unix "object file" and the concept of an object under object-oriented programming; there is no connection between the two. The term "object" has been used to refer to unlinked compiled code under Unix since long before OOP became widely known. Unix object files are created using the "-c" parameter of the standard C compiler, cc, and the HP C++ compiler, CC, as well. The standard Unix archiving command, ar, is used to combine and maintain these files. The standard naming scheme for these libraries is libXXX.a, where XXX is a brief descriptive string. For example, the system library of math functions is called libm.a. The Athena Widget Library for X Windows is called libXaw.a.



By convention, most Unix system libraries are stored in /usr/lib. Some libraries may also exist in /lib and in /usr/local/lib, depending on the version of Unix and the system administrator's needs. In contrast, a developer's application-specific libraries may be placed anywhere on the file system. The files contained in Unix object libraries have been compiled, but have not yet been linked. These object files usually have the extension ".o" to indicate this state. During the final phase of building an application, the C compiler or system linker is used to link against the object library. This makes building an application with an object library considerably faster than compiling the separate routines down from source. Object libraries are useful for other reasons as well. They provide a mechanism for combining multiple related functions. Libraries simplify code re-use, providing ready access to debugged routines. A standard header file is usually provided for each object library to provide prototypes for library functions. This allows the compiler to verify correct function parameter types for each library call.

7.1.1
Shared (Dynamic) vs Static libraries

As discussed earlier, the last stage of building a program is to `link' it; i.e, to join all the pieces of it together and see what is missing. When using a static library, the linker finds the bits that the program modules need, and physically copies them into the executable output file that it generates. 


For shared libraries, it doesn't copy the code of functions from libraries, instead it leaves a note in the output saying `when this program is run, it will first have to load this library'. Obviously shared libraries tend to make for smaller executables; they also use less memory and mean that less disk space is used. They allow a commonly-used library to be linked such that it can be loaded into memory, and made available to other programs without having to have its compiled object code combined with the executable program. A reference table is placed in the executable instead, which the system dynamic loader, can use to find the shared library functions. Since the shared library is already memory resident, the application loads and runs faster.


The default behavior of Linux is to link shared if it can find the shared libraries, static otherwise. If we are getting static binaries when we want shared, check that the shared library files (*.sa for a.out, *.so for ELF) are where they should be, and are readable or not.


On Linux, static libraries have names like libname.a, while shared libraries are called libname.so.x.y where x.y is some form of version number. For example, in the shared library libGL.so.1.2, the “1” indicates major revision 1 and “2” indicates minor revision. All libraries with the same major revision number should extend same API to programmers of that library – that is, if you can compile your code against all libraries releases whose major release number is “1” without changing your code. Changes in major number indicate a change in the external interface of API. Whereas, the minor number indicates bug fixes. 


Shared libraries often also have links pointing to them, which are important, and (on a.out configurations) associated .sa files. The standard libraries come in both shared and static formats.


We can find out what shared libraries a program requires by using ldd (List Dynamic Dependencies) command. For example:

	PRIVATE
 ldd /usr/bin/lynx


libncursesw.so.5 => /usr/lib/libncursesw.so.5 (0x0064d000)


libssl.so.4 => /lib/libssl.so.4 (0x00d1a000)


libcrypto.so.4 => /lib/libcrypto.so.4 (0x00ace000)


libc.so.6 => /lib/tls/libc.so.6 (0x004e7000)


libz.so.1 => /usr/lib/libz.so.1 (0x0063b000)


libgssapi_krb5.so.2 => /usr/lib/libgssapi_krb5.so.2 (0x00ab8000)


libkrb5.so.3 => /usr/lib/libkrb5.so.3 (0x00a2e000)


libcom_err.so.2 => /lib/libcom_err.so.2 (0x00a11000)


libk5crypto.so.3 => /usr/lib/libk5crypto.so.3 (0x00a95000)


libresolv.so.2 => /lib/libresolv.so.2 (0x0075e000)


libdl.so.2 => /lib/libdl.so.2 (0x00635000)


/lib/ld-linux.so.2 (0x004ca000)



This shows that on my system the WWW browser `lynx' depends on the presence of libc.so.5 (the C library) and libncurses.so.1 (used for terminal control). If a program has no dependencies, ldd will say `statically linked' or `statically linked (ELF)'.


Building shared libraries requires system-specific tools, and are not very portable across different Unix platforms. For this reason, using them for non-system level applications is a serious undertaking. The process of building and maintaining shared libraries is more complex, but for frequently used, system-wide applications, the overhead is worth the trouble. 

7.1.2
Unix ANSI C Object Library & Header File Organization

Standard Unix libraries, such as the math library libm.a, require one or more standard header files (in /usr/include) along with the object files in the library itself.


The header files for ANSI C libraries contain, in general, three categories of items that will need to be public, or visible to user programs. These items are

· Precompiler definitions, including constants and macros 

· Standard data structures, such as structs and unions 

· Library function prototypes 


These elements provide the interface for correctly accessing the object libraries' functions. Precompiler macros, for instance, replace library functions for some simple, frequently used routines; getc() and putc() are two examples. Common structures provide consistent means of handling data formats that are standard to the Unix operating system. For example, struct tm in time.h is a complete means of referencing time under Unix.


Function prototypes are an important way to ensure that library functions are being correctly referenced, under ANSI C. The ability of modern compilers to flag errors in function parameters saves an enormous amount of time spent on debugging.


Header files must be well documented to be useful. Standard Unix libraries are documented in the man pages under category #3, User Library Functions. For individual application libraries, the method of documentation usually is comprised of the library specification, combined with consistent and adequate comments in the header files themselves.


The object library code for Unix standard libraries is usually proprietary, and is unavailable to the application developer. This code is considered private in scope, and contains the body code for the functions described in the header file(s) for the library. Since standardized means of accessing the library functions are provided and well documented, there is no need to reference the internal code in these libraries.

7.1.3
Linking An Object Library to an Application

The parameters and syntax that are used to link Unix object libraries to applications have become standardized. With cc or gcc command "-l" option is used to specify each individual object library; "-L" is used to specify the pathnames on which to search for object libraries. We have discussed about this in the chapter on “C/C++ Compilers” with lucid example.


In Unix/Linux, library names are normally abbreviated, when specified to the compiler, using the "-l" parameter. This differs from how source and object file names are provided. Since object library names have the format "libXXX.a", the beginning "lib" and the final ".a" are stripped from the library name in the parameter specification.


For example, to link the standard math library /lib/libm.a to our program, we need only specify "-lm" in the compile/link command. The compiler uses this information to build the library name, and links it in.


As mentioned previously, the paths to standard system libraries are built into the compiler and do not need to be explicitly stated (in some version of Linux such as Redhat 10, or Fedora this is true). Application specific library pathnames, however, need to be specified using the "-L" parameter, one for each pathname.


The path for each application specific library must be placed prior to the "-l" parameter specifying the library itself. The library path specification need only be given once; the linker will thereafter search the specified path for each subsequent library in the compile/link command.


A complete specification for an example application compile & link, using the Unix math library and our example object library (libtest.a, whose creation is explained later), would be






gcc  -o test test.c –lm  -ltest


Here, we are assuming that library file libtest.a  in the directories such as /lib, /usr/lib or /usr/local/lib where linker generally checks for the library files.


For the sake of completeness, it's necessary to mention that this clever arrangement for linked library specification can be ignored, if one uses the entire path and library filename in the "-l" specification. If a single library in a nonstandard location is needed, it can be specified using, for example:






gcc -g  -o test test.c -lm /usr/local/lib/libtest.a


If there are several libraries to include, this method can make builds difficult to write. Thus, all the libraries are kept in a directory and linker is designed to check for them in those directories when we specify the library to link in a shorthand notation such as “-lm” in the command line during compilation.

7.2
How to Create a Static Object Library

As stated above, ar, the standard Unix archiving command, is routinely used to create Unix object libraries. The resulting file, which ends in ".a", can therefore be referred to as an archive; however, the term library is recommended as it is more descriptive for our purposes. Archive files created by ar can contain any type of file, including text and executable files; in contrast, object libraries contain only compiled object files. 


A minimal set  of options available with ar command is described below.

	c 
	create a new library 

	q 
	add the named file to the end of the archive 

	r 
	replace a named archive/library member 

	t 
	print a table of archive contents 



The syntax for building a library from a group of object files is





ar r <library file> <list of object files> 

Example 1

Consider the following files having one function in each.

File a.c

void f()

{

printf(“Hello\n”);

}

File b.c

void ff()

{

printf(“How are you\n”);

}

File d.c

void fff()

{

printf(“My Dear\n”);

}


First create object files for each of the individual files. That is, execute the following commands.

gcc –c   a.c

gcc –c   b.c

gcc –c  d.c


Now, to create library, execute the following command(s).

ar crs libtest.a   a.o  b.o   d.o

               or

ar cr libtest.a   a.o  b.o   d.o


These library files has to be kept in the directories such as /lib, /usr/lib where linker checks for the libraries during the execution of gcc command. We can say that this is commissioning of the library!!.


Note: some versions of Unix require an additional step to prepare an object library, which is building a symbol table. This operation requires the ranlib utility. Under some Unix’s, including HP-UX, Linux, ar  builds the symbol table automatically. In the first ar command we have used  ‘s’ option to indicate that  index table also to be created such that during linking phase, linker’s task becomes easy.


Note:The Unix make utility has built-in rules that allow convenient building and maintaining of object libraries. ar can update an individual object file "on the fly", without having to rebuild the entire library. For this reason, updating an object library is usually as simple as editing a particular source file and typing "make". The rest is done automatically, with the help of an appropriately written Makefile. This will be discussed later in the chapter on “make”.

7.2.1
Finding Out What's Inside an Object Library

The command  ar has several options, and one of them, the "t" parameter, tells it to print a table of contents for the archive. For our example, typing "ar t libtest.a" would provide this result:

a.o 

b.o 

d.o 


It is possible to list the symbols used by the files inside our library using the Unix nm (for "name symbols") command. When one types





nm libXXX.a 


each object file within the library is shown, followed by a list of the symbols within the object file.


nm may also be used to examine the symbol tables of individual object files and executable programs. Keep in mind that for this to work, the "-g" parameter of the compiler must be used to include the symbolic information. In addition, if strip is used to remove the symbol table from an executable program, nm will no longer be able to list it's contents.


nm library name should list all the symbols that library name has references to. It works on both static and shared libraries. Suppose that we want to know where sqrt() is defined: we might execute:

	PRIVATE
  nm /usr/lib/libm.so |grep sqrt

  0000ab90  W  sqrt

  00019940  W sqrtl

  0000c7c0  t __csqrtf



The `W' stands for `weak', which means that the symbol is defined, but in such a way that It can be overridden by another definition in a different library. A straightforward `normal' definition (such as the one for tcgetpgrp) is marked by a `T'. Similarly, we may see U also, which  stands for `undefined' --- it shows that the library uses but does not define it. 

7.2.2
Linking with Created Library

All the prototypes of the functions in the library can be kept in a file and preferably give an extension “h”. For example, for the above libtest.a library, we have created the file (“a.h”) as:

void f();

void ff();

void fff();


Now, write a program which uses the above functions from the library.

Example 2

File mm.c

#include<stdio.h>

#include “a.h”

int main()

{

f();

ff();

fff();

}


To create executable file:





gcc  -o aa  mm.c  libtest.a


To run:





./aa


Now, modify the printf statement in the file “a.c”  to “Hello 1” and run the following command.





gcc –o aa  mm.c  a.c  libtest.a


       ./aa


Run the program and check up the output. We will get  “Hello 1” from the program. Linker tries to extract function definitions from the libraries only when the function definition is not found in any of the source files specified along the command line to the compiler. Thus, the f() is used from the modified file “a.c”. Not from the library file libtest.a.


However, if we run the following command we will get an error multiple definition of function ‘f’.





gcc –o aa   mm.c   libtest.a    a.c


If we are able to place “a.h” file in /usr/include (or other directories where linker checks for the directories) and “libtest.a” in “/lib” (or other directories where linker checks for the directories).  Then, we can modify the above program “mm.c” to place file “a.h” in  between ‘<’ and ‘>’ such that compiler will check for that file in standard directories.





gcc –o   aa  mm.c   -ltest


If we have kept “a.h” file in some directory say /home/rao and “libtest.a” in  /home/xyz, then we  can run the following command to compile the above program “mm.c”.





gcc –o aa mm.c  -I /home/rao   -L /home/xyz  -ltest


The compiler checks for the library file in the given directory with –L option and then checks for standard directories.

7.2.3
Updating an Object Library

What do we do if we need to change just one of the object files within a library? ar makes this straightforward. The same parameter used to build the library, "r", also has the function of replacing an object file in an archive with a new version.





ar r libtest.a d.o 


would remove the existing object file d.o from the library, and insert an object file with the same name from the current working directory. At the same time, the library's symbol table is rebuilt to reflect any changes.

7.2.4
Removing and Extracting Object Files from a Library

Occasionally it is useful to remove an object file from a library. This is necessary when one of the internal files' functions are replaced by those in another file, or when an object file must be renamed. ar performs this operation using the "d" parameter. Typing





ar d libtest.a d.o 

would delete the d.o object file from the library.


It is unlikely that we will have need to extract an object file from a library, but for completeness' sake, the "x" parameter provides this ability. Typing





ar x libtest.a d.o 

will extract a copy of  d.o into the current directory.


Note that the object file will continue to exist inside the library. Also note that if a file already existed with the same name in the current directory, it could be silently overwritten -- unless the user's shell is set to warn of this condition.

7.3
How to Create a Shared  Object Library

As mentioned earlier, shared libraries are libraries that are loaded by programs when they start to run. When a shared library is installed properly, all programs that start afterwards automatically use the new shared library. It's actually much more flexible and sophisticated than this, because the approach used by Linux permits us to:

· update libraries and still support programs that want to use older, non-backward-compatible versions of those libraries;

· override specific libraries or even specific functions in a library when executing a particular program.

· do all this while programs are running using existing libraries.


Position Independent Code is used while creating shared object libraries. PIC code differs from traditional code in the method it will perform access to function code and data objects/variables through an indirect accessing table. This table is called the "Global Offset Table" because it contains the addresses of code functions and data objects exported by a shared library.


The dynamic loader modifies the GOT slots to resemble the current memory address for every exported symbol in the library. When the dynamic loader has completed, the GOT contains full absolute addresses for each symbol reference constructed from the load address (PT_LOAD) of the shared library that contains these symbols plus their offset inside this shared library.

7.3.1
Using PIC For Building Shared Libraries

Besides for using position independent executables, the natural reason for using "-fPIC" (position independent code) option with GCC is the use in shared dynamic libraries. This makes the overall footprint of all dynamically linked ELF executables on the system as small as possible, while it also prevents possible code duplication and actively reduces requirements on memory and file system.


A unique characteristic of a typical shared library is that it can be located anywhere in the process memory layout. Because of this, the contents of the shared library are not accessed directly but via clearly exported definitions in symbol tables during building. Today, shared libraries can be easily implemented by incorporating this key advantage of the ELF standard. Making libraries larger, smaller or moving around functions in the library is very easy as long as the symbol table to access the functions does not change.


During building, The linker is only responsible for setting up exported symbols of the library in question. Telling the object code that it needs to be position independent is the task of the preprocessor and the compiler. Here, the role of the Makefiles and the CFLAGS/LDFLAGS feeding the compiler with instructions becomes visible. The preprocessor is adding special definitions ("__PIC__" "__pic__") and the compiler is using "-fPIC" or "-fpic" depending on the data access model. Hopefully, when there is no PIC unaware assembler in the source code, these flags are generating the object code needed for position independence. The object code needs to be generated PIC for successfully opening the doors to position independent relocation of the library, created from the PIC .o relocatable objects.

Relocations in the ‘text’ segment of shared libraries used by dynamically linked executables

The performance penalty of text relocations is the reason that every shared library object code should be generated with -fPIC or -fpic, depending on the addressing range of the data that is used. Otherwise the library is considered not "clean".


A text relocation is a memory address in the "LOAD READ-EXECUTE" text segment of a shared library where text segment means the segment that contains the program code. Such a nonPIC text segment often contains large amounts of memory addresses that need to be "patched" (manipulated, modified, corrected) with the runtime location of functions and data. This is performed by the dynamic loader (ld.so in glibc) during startup of the dynamically linked executable and invocation of these libraries in the process space. The reason that the dynamic loader needs to spend so much time "patching" memory addresses (relocations) was stated above: a unique characteristic of a typical shared library is that it can be located anywhere in the process memory layout.


So the dynamic loader is the key to the "located anywhere" functionality: it recognizes and reorganizes the memory addresses that need to be refurbished and applies the change to these locations. This means that the dynamic loader will be responsible for relocating the memory address. For example, in a non-PIC compiled libmpeg3 library there are roughly 6000 memory locations left inside the shared library to point to some 200-300 functions and data referred by the instructions.

7.3.2
Using prelink and LD_BIND_NOW

Using prelink somehow mitigates the performance-intensive relocation process to a one-time operation: the relocation is satisfied and prematurely resolved/patched inside the binaries and the nonPIC shared libraries. This can be reached with using a program like prelink that is working on the actual files and modifying the relocations and GOT slots in the executables and libraries directly, thus saving the dynamic loader a lot of work during actually starting and running the executable. While dealing with executables, note that prelink inserts a "hint" into the PT_LOAD segment of every shared library to make the kernel load it at the expected address.


Bear in mind that not all relocations are resolved at startup time. When LD_BIND_NOW is not used, the lazy binding for libraries somehow tries to minimize the overhead to a more timely fashion by only relocating symbols at their first invocation during program flow. The environment variable LD_BIND_NOW (and the ld switch "-z now") tries to address this problem for slow machines by moving all needed relocations to be done at startup of a binary, invoking much slower startup times but later making the binary run more fluently on slower machines because relocations are satisfied now. But we should be careful and know that using LD_BIND_NOW is not recommended on machines where responsiveness is an issue, clicking on an icon in KDE or GNOME and waiting 20 seconds for evolution to start is sometimes unacceptable by users. Thus, in doubt, use prelink!

7.3.3
More about negative side effects of text relocations in shared libraries

There are two drawbacks of nonPIC shared libraries currently.


There is a moderate security risk on nonPIC libraries containing text relocations. The TEXT pages for shared libraries cannot be marked READONLY by the kernel starting the binary and mapping in ELF segments and libraries.


There is also a memory overhead and performance penalty: data and code cannot be shared amongst processes via COW. COW means "copy on write", this uses the same read-only memory pages for all instances of the same binary and for all processes referring to the same used libraries. Using COW, read-only memory pages for shared libraries and executables need not to be recreated for new processes in their memory until they are about to be changed by the new process, like for patching in text relocations by the dynamic loader, this is all implemented transparently in the virtual memory management of the Linux kernel.

7.3.4
So, why not use -fPIC building as default for all applications?

So why not compile all applications with -fPIC if it has so much advantages? The impact of "-fPIC" on certain architectures like AMD64 can be tolerated due to the true PIC-oriented data and code addressing scheme and is even necessary on several (considered broken) architectures that refuse to build certain applications without -fPIC (errors with nonPIC relocation types on PARISC). There is only one official method to add flags like "-fPIC" to builds: using the flag-o-matic and "append-flags". However, it is not a good idea to enable "-fPIC" in global CFLAGS or create builds that automatically add the "-fPIC" flag independent of the situation and architecture it is applied. There are people referring to a noticeable performance penalty when running executables containing position independent code compared to executables incorporating normally compiled object code.


Normally, the setup of the PIC register takes about three assembler commands per function that is entered and additional overhead of 1-2 assembler commands per accessed symbol (code function or data object). Thus, we have the inverted situation for normal executables that the invocation of the "-fPIC" flag is doing the exact opposite like in shared libraries. Instead of giving us speed for low memory profile by saving memory via COW and making text relocations unnecessary, the additional overhead in the addressing mode is imposing a speed penalty on our executable.


Why does a normal dynamically linked executable (not position independent shared executable) need no text relocations and PIC addressing? Because the kernel (in a normal world) always moves it to the same location in process memory when started, making it unnecessary for the dynamic loader to address any TEXT relocations in the normal executable: because there are none! We have learned that only shared libraries are located at a given, freely chosen, address space in the process memory of the dynamically linked executable. So, in the text segment of a "fixed load location" normal executable there are no TEXT segment relocations because all addresses are at the same location in memory during every invocation of the program. The addressing of data and functions inside the executable are provided via relative and absolute relocations in a common used set of platform-dependent, performance oriented assembler commands.


Direct non-PIC-aware addressing is always cheaper (read: faster) than PIC addressing. For example the RISC (Reduced Instruction Set) architectures sparc, ppc and hppa sometimes use more than one assembler command issuing several more opcodes to do what x86 does with a single variable length assembler command, loading a full 32-Bit address for example. Only the AMD64 seems to support some kind of "emulation" mode where it does not seem to make a difference if PIC or normal addressing is used for referring code functions and data to access.


For normal executables that are dynamically linked to these shared libraries, the executables themselves need not to be using -fPIC for building the object code they consist of. These executables simply do not need the PIC addressing mode for their functions and data and will use the PLT (Process Linkage Table) and the GOT (Global Offset Table) anyway for addressing external data in shared libraries. 

7.3.5
Creating  shared library

Here, first each source file has to be compiled with –fPIC option. With the help of –shared option with gcc, shared library is created as shown below.

Example 3

gcc –c –fPIC a.c

gcc –c –fPIC b.c

gcc –c –fPIC d.c

gcc –shared  -fPIC –o libtest.so a.o b.o d.o


We assume the same content for the “mm.c” file and is given as:

#include<stdio.h>

#include “a.h”

int main()

{

  f();

ff();

fff();

}

gcc –o bb mm.c  libtest.so


The above command creates executable file “bb”, but when we try to execute the same we will get an error message such as:

bb:  error while loading shared libraries:libtest.so: can not open shared object file:No such file or directory.

This indicates that the dynamic loader is unable to load the code of the functions used in our program during run time as it is unable to locate the library file.


However, If we run the following command, it creates the executable file “bb” and it runs also. 

gcc –o bb mm.c  ./libtest.so

./bb


When we specify ./libtest.a   (i.e with location details of the library file) the dynamic loader checks for the shared library in the current working directory.  To strengthen our understanding, try to run this program from some other directory. For example, if I assume you are in the directory (EX2) where the file “bb” is located and go back one directory up-wards and try to run the same.

cd  ..

EX2/bb


Now also you will get the same error message as above as dynamic loader is unable to locate the required  library file.


Here also, if we keep the header file “a.h” in standard directories such as /usr/include and libtest.so in /lib, then we can include “a.h” file in a normal way ( i.e between < and >) in C language programs and also we can inform the compiler to include library in normal manner. That is, the following command can be also used to create the executable file.






gcc  –o   bb  mm.c   -ltest


Usually the gcc compiler uses  shared libraries. To support this carry out the following simple exercise. Modify the printf statement of the file “a.c” to have “Hello1” instead of “Hello” and compile the “a.c” file and recreate the shared library libtest.so. That is, run the following commands.

gcc –c –fPIC a.c

gcc –shared –fPIC libtest.so  a.o  b.o  d.o


Now, move libtest.a and libtest.so to /lib directory. Also, make sure that “a.h” is in /usr/include. If we execute the following commands we can find the function f() is taken from libtest.so (i.e we will get the message “Hello1”).

gcc –o bb    mm.c   -ltest


./bb


Similarly, if we use static option while compiling the file “mm.c”, we will get the message “Hello”; which indicates that static library libtest.a is used for. We can check the size differences of the executable files created with and without static option.

gcc  -static  –o  bb    mm.c   -ltest

./bb


Now, modify the file “a.c” such that now “Hello2” is placed in the printf statement. Then, compile the file and re-create the shared library libtest.so. Remember that previous version of the libtest.so is in /lib directory. Now, execute the following commands.

gcc –o bb mm.c  libtest.so

./bb


We will  get “Hello1” not the “Hello2” message. This indicates that the function body f() is taken from the library file libtest.so which is available in /lib directory. Now, copy libtest.so to /lib and run the “bb” program; we will get “Hello2” message.


Now, modify the file “a.c” such that now “Hello3” is placed in the printf statement. Then, compile the file “a.c” and re-create the shared library libtest.so. Now, copy this library file to /usr/include. Remember that previous version of the libtest.so is in /lib directory. Now, execute the following commands.

gcc –o bb mm.c  libtest.so

./bb


We will  get “Hello3” not the “Hello2” message. This indicates that the function body f() is taken from the library file libtest.so which is available in /usr/lib directory. That is, the dynamic linker is first checking in /usr/lib and then /lib for the shared libraries. This may be different in your machine!!!. On some implementations of dynamic loaders, the latest .so file is used independent of the their locations.


Now, modify the file “a.c” such that now “Hello4” is placed in the printf statement. Then, compile the file “a.c” and re-create the shared library libtest.so. Remember, previous versions of libtest.so are available in /usr/lib and /lib. 


Now, set the value of the environment variable LD_LIBRARY_PATH as the directory in which recent libtest.so is located and export the environment variable. That is run the following commands.

LD_LIBRARY_PATH=/root/libraries/EX2

export LD_LIBRARY_PATH

gcc –o bb mm.c  -ltest

./bb


We will  get “Hello4”. This indicates that the function body f() is taken from the library file libtest.so which is available in /root/libraries/EX2 directory. That is, the dynamic linker is first checking in /root/libraries/EX2 and then in /usr/lib, /lib for the shared libraries. This may be different in your machine!!!. 


Now, undefined the environment variable and run the above program “bb” (you don’t required to recompile it). We will not get “Hello4” message. That is run the following sequence of commands.

LD_LIBRARY_PATH=

./bb


If one wants to extend the set of directories searched one should add the paths to these directories to the LD_LIBRARY_PATH environment variable. 


Also, It should be understood that libraries load in the order in which they were linked, thus for the following command: 





gcc mysource.c  -lmy1 -lmy2 -lmy3 ...


The dynamic linker loads the libraries in the order libmy1.so, libmy2.so, libmy3.so, etc. If a shared library includes additional library dependencies, those libraries are appended to the end of the library list during loading. For example, if the library libmy2.so depends on an additional library libmy4.so, that library loads after all the other libraries on the link line (in our example after libmy3.so). The load process guarantees that no library is ever loaded more than once with previously loaded copies being used when a library is repeated

7.3.6
soname

Every shared library has a special name called the ``soname''. The soname has the prefix ``lib'', the name of the library, the phrase ``.so'', followed by a period and a version number that is incremented whenever the interface changes (as a special exception, the lowest-level C libraries don't start with ``lib''). A fully-qualified soname includes as a prefix the directory it's in; on a working system a fully-qualified soname is simply a symbolic link to the shared library's ``real name''.


Every shared library also has a ``real name'', which is the filename containing the actual library code. The real name adds to the soname a period, a minor number, another period, and the release number. The last period and release number are optional. The minor number and release number support configuration control by letting we know exactly what version(s) of the library are installed. Note that these numbers might not be the same as the numbers used to describe the library in documentation, although that does make things easier.


In addition, there's the name that the compiler uses when requesting a library,         (I'll call it the ``linker name''), which is simply the soname without any version number.


The key to managing shared libraries is the separation of these names. Programs, when they internally list the shared libraries they need, should only list the soname they need. Conversely, when we create a shared library, we only create the library with a specific filename (with more detailed version information). When we install a new version of a library, we install it in one of a few special directories and then run the program ldconfig(8). ldconfig examines the existing files and creates the sonames as symbolic links to the real names, as well as setting up the cache file /etc/ld.so.cache (described in a moment).


ldconfig doesn't set up the linker names; typically this is done during library installation, and the linker name is simply created as a symbolic link to the ``latest'' soname or the latest real name. We would recommend having the linker name be a symbolic link to the soname, since in most cases if we update the library we would like to automatically use it when linking. ldconfig makes no assumptions about what we want programs to link to, so installers must specifically modify symbolic links to update what the linker will use for a library.


Thus, /usr/lib/libreadline.so.3 is a fully-qualified soname, which ldconfig would set to be a symbolic link to some realname like /usr/lib/libreadline.so.3.0. There should also be a linker name, /usr/lib/libreadline.so which could be a symbolic link referring to /usr/lib/libreadline.so.3.


A properly built shared object (in ELF format, which is the format GNU/Linux uses) will have a soname built into it. This is a name that is specified at the library's build-time, to GCC's link editor (ld), with the -soname option. We can inspect any sensibly-built library's soname like so:





objdump -p /usr/X11R6/lib/libGL.so.1.2 | grep SONAME   


The above command displays, the following output.





SONAME      libGL.so.1


In this case, libGL.so.1.2's soname is "libGL.so.1". The point of the soname is for the creator of the library to be able to provide version compatibility information to the system. In this case, libGL.so.1.2's soname says that libGL.so.1.2 is compatible with any program that says it needs libGL.so.1.


Programs know what libs they need to link to at runtime -- they know the soname's they want. When an OpenGL program starts up and asks the system for libGL.so.1, the system delivers libGL.so.1.2. (Recall, this is on my system. Our system may (I would hope :) have a more recent version of OpenGL installed.) :


For example, we can also create our sample library and assign a soname for it.





gcc –shared –fPIC –Wl,-soname=”libtest.so.1.1” –o libtest.so a.o b.o d.o


Run the following command to check the soname of the created library.





objdump -p libtest.so.1.1 | grep SONAME   


We will get result as:





SONAME

libtest.so.1.1

7.3.7
ldconfig

With the help of ldconfig command we can configure dynamic linkers to have run time bindings such as:


1.
where it has to check for the shared libraries.


2.
to cache the most recently used shared libraries (in ld.so.cache), etc.,.


When we run the ldconfig command the following actions takes place.


1.
It searches through /lib, /usr/lib and all the directories listed in /etc/ld..so.conf for shared libraries.


2.
For all the libraries in the directories listed in ld.so.conf, it takes note of their sonames.


3.
It updates /etc/ld.so.cache with this information.


4.
Using ld.so.cache it creates symlinks: one pointing from the soname named symlink to the actual lib and the other pointing from the library base name to the actual library.


The following command will display the list of directories and candidate libraries stored in the current cache.





ldconfig   -p


The following command can be used to inform the ldconfig about the location of shared libraries.





ldconfig -n directory_with_shared_libraries


The following command will display the list of directories as ldconfig is scanned. Also, cache will be rebuild.





ldconfig   -v


We can now check that libtest.so is also scanned by running the following command.





ldconfig –p|grep libtest


It is common that when we install a software it may place it's shared objects in different directories. Once the program is installed, the install script will add the location of the .so files to 'ld.so.conf' and rerun 'ldconfig' to create a fresh 'ld.so.cache'. If we have just installed some new package and it refuse to run, then try adding the subdirectories to 'ld.co.conf' and rerun 'ldconfig'. It just might work!!!.

7.3.8
Loading shared libs at runtime

When we run a program, a series of events happen culminating in the application being loaded into memory as well as any shared objects the program needs which weren't already loaded. Here's a walkthrough of those events:

· We execute the program.

· The OS's dynamic linker, ld.so  checks the executable to see which shared libs it needs, thus discovering the sonames of the needed libs.

· With sonames in-hand, ld.so consults ld.so.cache to find out the locations of the shared ib files it needs to load into memory.

· ld.so loads the required libs, and then the program is allowed to execute. 


Now, modify the /etc/ld.so.conf  such that the directory   of the file libtest.so.1.1 is the first entry. Now run ldconfig command such that it updates ld.so.cache. Please make sure that no version of libtest.so file is not seen in /lib  or /usr/lib.  Now compile out program with of the following commands and run the same as follows.





gcc –o bb mm.c libtest.so





or

gcc –o bb mm.c –L /root/libraries/EX2  -ltest

./bb


Now the dynamic linker will check in the directory /root/libraries/EX2 for the library. Also, to get some more support, run the following command and verify its result.





ldd bb


Result is:



libtest.so.1.1 => /root/libraries/EX2/libtest.so.1.1 (0xf6fde000)



libc.so.6 => /lib/tls/libc.so.6 (0x004e7000)



/lib/ld-linux.so.2 (0x004ca000)


Run the following commands and check that what libraries are loaded during the run time. 

export LD_DEBUG=files

./bb

export LD_DEBUG=libs

./bb


Please make sure that this LD_DEBUG to be undefined (execute “LD_DEBUG=” command at the shell prompt); otherwise for every program or command which we start this LD_DEBUG effect will be seen. 


Sometimes useful information can be obtained by studying the (huge) output generated by setting the LD_DEBUG environment variable to the value bindings before starting your program. 

export LD_DEBUG=bindings  

./bb


The above command gives verbose  output. For terseness reasons, only few lines from the same is displayed here. We can find that which file is binded to which library and when it takes place, i.e when which function is called, this binding is taking place.

initialize program: ./bb

transferring control: ./bb

binding file ./bb to /root/libraries/EX2/libtest.so.1.1: normal symbol `f'

binding file /root/libraries/EX2/libtest.so.1.1 to /lib/tls/libc.so.6: normal symbol `printf' [GLIBC_2.0]

binding file ./bb to /root/libraries/EX2/libtest.so.1.1: normal symbol `ff'

binding file ./bb to /root/libraries/EX2/libtest.so.1.1: normal symbol `fff'

calling fini: /root/libraries/EX2/libtest.so.1.1 [0]


If we want to just override a few functions in a library, but keep the rest of the library, we can enter the names of overriding libraries (.o files) in /etc/ld.so.preload; these ``preloading'' libraries will take precedence over the standard set. This preloading file is typically used for emergency patches; a distribution usually won't include such a file when delivered.


For example, modify  the file “a.c” to have “Hello 6” in its printf statement then run the following commands.

gcc –c –fPIC a.c

gcc –shared –fPIC –o aa.o a.o


Create an entry in the file /etc/ld.so.preload  with the file “aa.o” path (say /root/libraries/EX2/aa.o) then run the above program “bb”. Now you will get “Hello 6”. Please note that in the libtest.so file the function f() is having different printf statement.


The same can be achieved by setting LD_PRELOAD environment variable like the following.

export LD_PRELOAD=/root/libraries/EX2/aa.o

./bb


On Linux we can even invoke the program loader directly and pass it arguments. For example, the following will use the given PATH instead of the content of the environment variable LD_LIBRARY_PATH, and run the given executable:

  



/lib/ld-linux.so.2 --library-path  /root/libraries/EX2    bb


Please check whether LD_PRELOAD or /etc/ld.so.preload are defined. Otherwise, result will be different.


A few points worth noting regarding shared libraries.


Don't strip the resulting library, and don't use the compiler option -fomit-frame-pointer unless we really have to. The resulting library will work, but these actions make debuggers mostly useless.


Use -fPIC or -fpic to generate code. Whether to use -fPIC or -fpic to generate code is target-dependent. The -fPIC choice always works, but may produce larger code than -fpic (mnemonic to remember this is that PIC is in a larger case, so it may produce larger amounts of code). Using -fpic option usually generates smaller and faster code, but will have platform-dependent limitations, such as the number of globally visible symbols or the size of the code. The linker will tell you whether it fits when we create the shared library. When in doubt,  choose -fPIC, because it always works.


In some cases, the call to gcc to create the object file will also need to include the option ``-Wl,-export-dynamic'', when there are 'reverse dependencies', i.e., a DL library has unresolved symbols that by convention must be defined in the programs that intend to load these libraries. For ``reverse dependencies'' to work, the master program must make its symbols dynamically available.

 
During development, there's the potential problem of modifying a library that's also used by many other programs -- and we don't want the other programs to use the ``developmental'' library, only a particular application that we are testing against it. One link option we might use is ld's ``rpath'' option, which specifies the runtime library search path of that particular program being compiled. From gcc, we can invoke the rpath option by specifying it this way:





 -Wl,-rpath,$(DEFAULT_LIB_INSTALL_PATH)


If we use this option when building the library client program, we don't need to bother with LD_LIBRARY_PATH (described next) other than to ensure it's not conflicting, or using other techniques to hide the library.

7.4
Dynamically Loaded (DL) Libraries

Dynamically loaded (DL) libraries are libraries that are loaded at times other than during the startup of a program. They're particularly useful for implementing plugins or modules, because they permit waiting to load the plugin until it's needed. For example, the Pluggable Authentication Modules (PAM) system uses DL libraries to permit administrators to configure and reconfigure authentication. They're also useful for implementing interpreters that wish to occasionally compile their code into machine code and use the compiled version for efficiency purposes, all without stopping. For example, this approach can be useful in implementing a just-in-time compiler or multi-user dungeon (MUD).


In Linux, DL libraries aren't actually special from the point-of-view of their format; they are built as standard object files or standard shared libraries as discussed above. The main difference is that the libraries aren't automatically loaded at program link time or start-up; instead, there is an API for opening a library, looking up symbols, handling errors, and closing the library. C users will need to include the header file <dlfcn.h> to use this API.


The interface used by Linux is essentially the same as that used in Solaris, which we will call the ``dlopen()'' API. However, this same interface is not supported by all platforms.

7.4.1
dlopen()
The dlopen(3) function opens a library and prepares it for use. In C, its prototype is:

  



void * dlopen(const char *filename, int flag);


If filename begins with ``/'' (i.e., it's an absolute path), dlopen() will just try to use it (it won't search for a library). Otherwise, dlopen() will search for the library in the following order:


A colon-separated list of directories in the user's LD_LIBRARY_PATH environment variable.


The list of libraries specified in /etc/ld.so.cache (which is generated from /etc/ld.so.conf).


/lib, followed by /usr/lib. Note the order here; this is the reverse of the order used by the old a.out loader. The old a.out loader, when loading a program, first searched /usr/lib, then /lib (see the man page ld.so(8)). This shouldn't normally matter, since a library should only be in one or the other directory (never both), and different libraries with the same name are a disaster waiting to happen.


In dlopen(), the value of flag must be either RTLD_LAZY, meaning ``resolve undefined symbols as code from the dynamic library is executed'', or RTLD_NOW, meaning ``resolve all undefined symbols before dlopen() returns and fail if this cannot be done''. RTLD_GLOBAL may be optionally or'ed with either value in flag, meaning that the external symbols defined in the library will be made available to subsequently loaded libraries. While we are debugging, we will probably want to use RTLD_NOW; using RTLD_LAZY can create inscrutable errors if there are unresolved references. Using RTLD_NOW makes opening the library take slightly longer (but it speeds up lookups later); if this causes a user interface problem you can switch to RTLD_LAZY later.


If the libraries depend on each other (e.g., X depends on Y), then first we need to load those things on which others are dependent  (in this example, load Y first, and then X).


The return value of dlopen() is a ``handle'' that should be considered an opaque value to be used by the other DL library routines. dlopen() will return NULL if the attempt to load does not succeed, and we need to check for this. If the same library is loaded more than once with dlopen(), the same file handle is returned.

7.4.2
dlerror()

Errors can be reported by calling dlerror(), which returns a string describing the error from the last call to dlopen(), dlsym(), or dlclose(). One oddity is that after calling dlerror(), future calls to dlerror() will return NULL until another error has been encountered.

7.4.3
dlsym()

There's no point in loading a DL library if we can't use it. Thus we have to know how to use it in our program. The main routine for using a DL library is dlsym(3), which looks up the value of a symbol in a given (opened) library. This function is defined as:





 void * dlsym(void *handle, char *symbol);


the handle is the value returned from dlopen, and symbol is a NIL-terminated string. If we can avoid it, don't store the result of dlsym() into a void* pointer, because then we will have to cast it each time we use it (and we will give less information to other people trying to maintain the program).


dlsym() will return a NULL result if the symbol wasn't found. If we know that the symbol could never have the value of NULL or zero, that may be fine, but there's a potential ambiguity otherwise: if we got a NULL, does that mean there is no such symbol, or that NULL is the value of the symbol? The standard solution is to call dlerror() first (to clear any error condition that may have existed), then call dlsym() to request a symbol, then call dlerror() again to see if an error occurred. A code snippet would look like this:

 dlerror(); /* clear error code */

 s = (actual_type) dlsym(handle, symbol_being_searched_for);

 if ((err = dlerror()) != NULL) {

  /* handle error, the symbol wasn't found */

 } else {

  /* symbol found, its value is in s */

 }

7.4.4 dlclose()
The converse of dlopen() is dlclose(), which closes a DL library. The dl library maintains link counts for dynamic file handles, so a dynamic library is not actually deallocated until dlclose has been called on it as many times as dlopen has succeeded on it. Thus, it's not a problem for the same program to load the same library multiple times. 

Example 4

Here's an example from the man page of dlopen(3). This example loads the math library and prints the cosine of 2.0, and it checks for errors at every step (recommended):

    #include <stdlib.h>

    #include <stdio.h>

    #include <dlfcn.h>

    int main(int argc, char **argv) {

        void *handle;

        double (*cosine)(double);

        char *error;

        handle = dlopen ("/lib/libm.so.6", RTLD_LAZY);

        if (!handle) {

            fputs (dlerror(), stderr);

            exit(1);

        }

        cosine = dlsym(handle, "cos");

        if ((error = dlerror()) != NULL)  {

            fputs(error, stderr);

            exit(1);

        }

        printf ("%f\n", (*cosine)(2.0));

        dlclose(handle);

    }


If this program were in a file named "foo.c", you would build the program with the following command:






gcc -o foo foo.c -ldl

Example 5

In the same manner, we have loaded the function f() from the library libtest.so with the following example.

     #include <stdlib.h>

    #include <stdio.h>

    #include <dlfcn.h>

    int main(int argc, char **argv) {

        void *handle;

        void (*example)();

        char *error;

        handle = dlopen ("libtest.so", RTLD_LAZY);

        if (!handle) {

            fputs (dlerror(), stderr);

            exit(1);

        }

        example= dlsym(handle, "f");

        if ((error = dlerror()) != NULL)  {

            fputs(error, stderr);

            exit(1);

        }

         (*example)();

        dlclose(handle);

    }

7.5
Unix C++ Class Library & Header Organization

Unix C++ class library header files contain, primarily, C++ class definitions. These class definitions have various public definitions needed by applications developers. Some of these elements are

· Public Member Function Prototypes 

· Inline Member Function Definitions 

· Virtual Member Function Definitions 

· Public Enumerated Type Definitions 


With the exception of small inline member function definitions, the majority of the member functions are defined in the separately compiled object library code. Since the standard C++ header files use full OOP data hiding, there is no question of access to class library internal variables. Use of the well-defined standard class library interfaces is therefore required.


Many C++ class library functions use the ANSI C library functions internally. Since C++ is "downwardly compatible" with ANSI C, it makes sense to use the predefined and well-tested functions in the standard libraries, when the need arises. For this reason several of the C++ class library headers include, within themselves, ANSI C standard Unix library headers.

7.5.1
C++ Class Libraries

When C++ Class Libraries are built for Unix systems, object libraries are how they are stored. Our HP-UX standard C++ class library is stored as /usr/lib/libC.a. This library contains object modules that contain the iostream and fstream classes, among others. This library is linked to a C++ program by default, much as /lib/libc.a (the standard C library) is linked to an ANSI C program whenever one is compiled.


For example, the iostream class library header is /usr/include/c++/3.3.4/iostream.h. This path is searched automatically when the header file is included between "<" and ">" brackets in the #include precompiler statement; therefore





#include <iostream.h> 


is all that's required for the compiler to find the header file.


Header files for application-specific C++ class libraries may be placed anywhere on the file system; if this is done, the "-I" parameter will be needed to specify the path to the include files.


Note that while header files are not directly related to the concept of a Unix object library, in practice, it is difficult to discuss one without referring to the other. Header files are essential in that they provide the information necessary to interface with an object library.

7.6
Libtool: An  Automatic Library Development Tool

If a source code package developer wanted to take advantage of the power of shared libraries, he needed to write custom support code for each platform on which his package ran. He also had to design a configuration interface so that the package installer could choose what sort of libraries were built. 


GNU Libtool simplifies the developer's job by encapsulating both the platform-specific dependencies, and the user interface, in a single script. GNU Libtool is designed so that the complete functionality of each host type is available via a generic interface, but nasty quirks are hidden from the programmer. 


GNU Libtool's consistent interface is reassuring... users don't need to read obscure documentation in order to have their favorite source package build shared libraries. They just run our package configure script (or equivalent), and libtool does all the dirty work. 

7.6.1
Motivation for writing libtool 

Since early 1995, several different GNU developers have recognized the importance of having shared library support for their packages. The primary motivation for such a change is to encourage modularity and reuse of code (both conceptually and physically) in GNU programs. 


Such a demand means that the way libraries are built in GNU packages needs to be general, to allow for any library type the package installer might want. The problem is compounded by the absence of a standard procedure for creating shared libraries on different platforms. 


The following sections outline the major issues facing shared library support in GNU, and how shared library support could be standardized with libtool. 


The following specifications were used in developing and evaluating this system: 

1. The system must be as elegant as possible. 

2. The system must be fully integrated with the GNU Autoconf and Automake utilities, so that it will be easy for GNU maintainers to use. However, the system must not require these tools, so that it can be used by non-GNU packages. 

3. Portability to other (non-GNU) architectures and tools is desirable. 

7.6.2
Implementation issues 

The following issues need to be addressed in any reusable shared library system, specifically libtool: 

1. The package installer should be able to control what sort of libraries are built. 

2. It can be tricky to run dynamically linked programs whose libraries have not yet been installed. LD_LIBRARY_PATH must be set properly (if it is supported), or programs fail to run. 

3. The system must operate consistently even on hosts which don't support shared libraries. 

4. The commands required to build shared libraries may differ wildly from host to host. These need to be determined at configure time in a consistent way. 

5. It is not always obvious with which suffix a shared library should be installed. This makes it difficult for `Makefile' rules, since they generally assume that file names are the same from host to host. 

6. The system needs a simple library version number abstraction, so that shared libraries can be upgraded in place. The programmer should be informed how to design the interfaces to the library to maximize binary compatibility. 

7. The install `Makefile' target should warn the package installer to set the proper environment variables (LD_LIBRARY_PATH or equivalent), or run ldconfig. 

7.6.3
Other implementations 

Even before libtool was developed, many free software packages built and installed their own shared libraries. At first, these packages were examined to avoid reinventing existing features. 


Now it is clear that none of these packages have documented the details of shared library systems that libtool requires. So, other packages have been more or less abandoned as influences. 

7.6.4
A postmortem analysis of other implementations 

In all fairness, each of the implementations that were examined do the job that they were intended to do, for a number of different host systems. However, none of these solutions seem to function well as a generalized, reusable component. 


Most were too complex to use (much less modify) without understanding exactly what the implementation does, and they were generally not documented. 


The main difficulty is that different vendors have different views of what libraries are, and none of the packages which were examined seemed to be confident enough to settle on a single paradigm that just works. 


Ideally, libtool would be a standard that would be implemented as series of extensions and modifications to existing library systems to make them work consistently. However, it is not an easy task to convince operating system developers to mend their evil ways, and people want to build shared libraries right now, even on buggy, broken, confused operating systems. 


For this reason, libtool was designed as an independent shell script. It isolates the problems and inconsistencies in library building that plague `Makefile' writers by wrapping the compiler suite on different platforms with a consistent, powerful interface. 


With luck, libtool will be useful to and used by the GNU community, and that the lessons that were learned in writing it will be taken up by designers of future library systems. 

7.6.5
Creating object files 

As explained earlier, for most library systems, creating object files that become part of a static library is as simple as creating object files that are linked to form an executable: 


Shared libraries, however, may only be built from position-independent code (PIC). So, special flags must be passed to the compiler to tell it to generate PIC rather than the standard position-dependent code. 


Since this is a library implementation detail, libtool hides the complexity of PIC compiler flags by using separate library object files (which end in `.lo' instead of `.o'). On systems without shared libraries (or without special PIC compiler flags), these library object files are identical to "standard" object files. 


To create library object files for `foo.c' and `hello.c', simply invoke libtool with the standard compilation command as arguments 

	PRIVATE

	libtool --mode=compile gcc -g -O -c a.c
gcc -g -O -c a.c

echo timestamp > a.lo

libtool --mode=compile gcc -g -O -c b.c
gcc -g -O -c b.c

echo timestamp > b.lo

libtool --mode=compile gcc -g -O -c d.c
gcc -g -O -c d.c

echo timestamp > d.lo



Note that libtool creates two files for each invocation. The `.lo' file is a library object, which may be built into a shared library, and the `.o' file is a standard object file. 


On shared library systems, libtool automatically inserts the PIC generation flags into the compilation command, so that the library object and the standard object differ: 

	PRIVATE

	libtool --mode=compile gcc -g -O -c a.c
gcc -g -O -c –fPIC -DPIC a.c

mv -f a.o a.lo

gcc -g -O -c a.c >/dev/null 2>&1

libtool --mode=compile gcc -g -O -c b.c
gcc -g -O -c –fPIC –DPIC b.c

mv -f b.o b.lo

gcc -g -O -c b.c >/dev/null 2>&1

libtool --mode=compile gcc -g -O -c d.c
gcc -g -O -c –fPIC –DPIC d.c

mv -f d.o d.lo

gcc -g -O -c d.c >/dev/null 2>&1



Notice that the second run of GCC has its output discarded. This is done so that compiler warnings aren't annoyingly duplicated. 

7.6.6
Linking libraries 

Again, the libtool library name differs from the standard name (it has a `.la' suffix instead of a `.a' suffix). The arguments to libtool are the same ones we would use to produce an executable named `libhello.la' with your compiler

	 PRIVATE

	  libtool --mode=link gcc -g -O -o libhello.la a.lo b.lo d.lo

  mkdir .libs

  ar cru .libs/libhello.a a.o b.o d.o

  ranlib .libs/libhello.a

  creating libhello.la



The same can be used with the shared library option.


We can identify that the libtool just ran an obscure ld command to create a shared library, as well as the static library. 


Note how libtool creates extra files in the `.libs' subdirectory, rather than the current directory. This feature is to make it easier to clean up the build directory, and to help ensure that other programs fail horribly if we accidentally forget to use libtool when we should.                                                                                                    

7.6.7
Linking executables 
If we choose at this point to install the library (put it in a permanent location) before linking executables against it, then we don't need to use libtool to do the linking. Simply use the appropriate `-L' and `-l' flags to specify the library's location. 


Some system linkers insist on encoding the full directory name of each shared library in the resulting executable. Libtool has to work around this disfeature by special magic to ensure that only permanent directory names are put into installed executables. 


The importance of this bug must not be overlooked: it won't cause programs to crash in obvious ways. It creates a security hole, and possibly even worse, if we are modifying the library source code after we have installed the package, we will change the behavior of the installed programs! 


So, if we want to link programs against the library before we install it, we must use libtool to do the linking. 


Here's the way of linking against an uninstalled library: 

	PRIVATE

	  libtool --mode=link gcc -g -O -o bb mm.c libhello.la 
  gcc -g -O –o bb mm.c ./.libs/libhello.a 


That looks too simple to be true. All libtool did was transform `libhello.la' to `./.libs/libhello.a'


Now assume `libhello.la' had already been installed, and we want to link a new program with it. We could figure out where it lives by yourself, then run: 

	PRIVATE

	gcc -g -O -o test mm.c -L/usr/local/lib –lhello



However, unless `/usr/local/lib' is in the standard library search path, we won't be able to run test. 


Notice that the executable, test or mm, was actually created in the `.libs' subdirectory. Then, a wrapper script was created in the current directory. 

7.6.8
Installing libraries 

Normally, installing libraries on a non-libtool system is quite straightforward... just copy them into place


Libtool installation is quite simple, as well. Just use the install or cp command that we normally would 

	PRIVATE

	  libtool --mode=install cp libhello.la /usr/local/lib/libhello.la
  cp libhello.la /usr/local/lib/libhello.la

  cp .libs/libhello.a /usr/local/lib/libhello.a

  ranlib /usr/local/lib/libhello.a



Note that the libtool library `libhello.la' is also installed, to help libtool with uninstallation 


Here is the shared library example: 

	PRIVATE

	  libtool --mode=install install -c libhello.la /usr/local/lib/libhello.la
  install -c .libs/libhello.so.0.0 /usr/local/lib/libhello.so.0.0

  install -c libhello.la /usr/local/lib/libhello.la

  install -c .libs/libhello.a /usr/local/lib/libhello.a

   ranlib /usr/local/lib/libhello.a



It is safe to specify the `-s' (strip symbols) flag if we use a BSD-compatible install program when installing libraries. Libtool will either ignore the `-s' flag, or will run a program that will strip only debugging and compiler symbols from the library. 


Once the libraries have been put in place, there may be some additional configuration that we need to do before using them. First, we must make sure that where the library is installed actually agrees with the `-rpath' flag we used to build it. 


Then, running `libtool -n --mode=finish libdir' can give us further hints on what to do 

	PRIVATE

	   libtool -n --mode=finish /usr/local/lib
   PATH="$PATH:/sbin" ldconfig -m /usr/local/lib

  -----------------------------------------------------------------

  Libraries have been installed in:

     /usr/local/lib

  To link against installed libraries in a given directory, LIBDIR,

   you must use the `-LLIBDIR' flag during linking.

   You will also need to do one of the following:

     - add LIBDIR to the `LD_LIBRARY_PATH' environment variable

       during execution

     - add LIBDIR to the `LD_RUN_PATH' environment variable

       during linking

     - use the `-RLIBDIR' linker flag

  See any operating system documentation about shared libraries for

  More information, such as the ld and ld.so manual pages.

  -----------------------------------------------------------------



After we have completed these steps, we can go on to begin using the installed libraries. We may also install any executables that depend on libraries we created. 

7.6.9
Installing executables 

If we have you used libtool to link any executables against uninstalled libtool, we need to use libtool to install the executables after the libraries have been installed. So, for our example, we would run: 

libtool install -c bb /usr/local/bin/bb

Install -c bb /usr/local/bin/bb


On shared library systems, libtool just ignores the wrapper script and installs the correct binary:

	PRIVATE

	libtool install -c bb /usr/local/bin/bb

install -c .libs/bb /usr/local/bin/bb


7.7 The command prelink

This command prelink can be used to prelink shared libraries and binaries to speed up their startup time.  This command modifies ELF shared libraries and binaries such that the time they need for their relocation at startup time will be reduced dramatically and in addition run-time memory consumption decreases. If after prelinking, dependent libraries changes, then normal relocation takes place. This command first gathers information about the shared libraries on which a ELF binary depends and assigns a unique virtual address space for each library such that when the dynamic linker attempts to load such a library, unless its allocated virtual address space is occupied, it will loaded into the selected virtual slot during relinking stage. 


If we want to prelink an executable file then simply execute the following command.

prelink  -vm   executablefilename

7.8
Conclusions
This chapter explains about how shared and static libraries are created in Linux system. All the concepts are dealt in a step-by-step fashion. Also, at the end, libtool is explored to automate library development activity.
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